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Abstract

Geneating soft shadowsquickly is dif cult. Few techniqueshaveenough exibility to interactively rendersoft
shadowsn sceneswith arbitrarily complex occludes and receives. This paperintroducesthe penumbramap

which extendscurrentshadowmaptechniquesto interactivelyapproximatesoftshadowslsing objectsilhouette
edges,as seenfromthe centerof an arealight, a mapis geneated containingapproximatepenumbal regions.
Renderingequirestwo lookups,oneinto eat the penumba and shadowmaps.Penumba mapsallow arbitrary

dynamicmodelsto easilyshadowthemselveand othernearbycomplex objectswith plausiblepenumbae

Cateories and Subject Descriptors (accordingto ACM CCS} 1.3.3 [Computer Graphics]: Picture/Image
Generation—Bitma@nd frameluffer operations, 1.3.7 [ComputerGraphics]:Three-DimensionaGraphicsand

Realism—Colorshadingshadeving, andtexture

Keywords: Softshadavs, shadav map,graphicshardware,shadav algorithms

1. Intr oduction

Shadaevs provide cuesto importantspatialrelationshipsBy
changingshadav size, position,or orientationin animage,
anobjectcanappeato changesizeor locatior?®. Similarly,
soft shadavs give contactcues.As an occluderapproaches
a shadaved object,its soft shadav becomesharperWhen
objectstouchthe shadev is completelyhard.

Many recentinteractive applicationshave incorporated
real-timeshadevs. Generallytheseapplicationsuseshadev
volume$, shadev map$3, or related techniques.These
methodsusepoint light sourcesvhich only casthardshad-
ows. Sincereal world lights occupy not a point but some
nite area,realisticimagesrequiresoft shadevs. Thus, as
interactive graphicssystem$ecomeanorerealistic, methods
for quickly renderingsoft shadevs areneeded.

Shadaevs consistof two parts,anumbia anda penumba.
Umbralregionsoccurwherea light is completelyoccluded
from view and penumbraeoccur when a light is partially
visible. Until very recentlythe only techniquego compute
theseregionsinvolved either evaluatingcomple visibility
functions® or memging hard shadevs renderedfrom vari-
ous pointson the light'1. Evaluatingvisibility is slow, and
samplingtechniquegproducebandingartifactsunlessmary
samplesare used.Otherapproximationhavze emeged, but
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mostdo not allow dynamicallymoving objectsto shadev
arbitraryrecevers.

We introduce the penumba map which allows arbi-
trary polygonal objectsto dynamically cast approximate
soft shadavs onto themseles and other arbitrary objects.
A penumbramap augmentsa standardshadev map with
penumbralintensity information. Our shadavs (see Fig-
urel) hardernwhenobjectstouch,avoid bandingartifactsin-
herentin samplingschemesandaregeneratednteractively
with commaodity graphicshardware. Additionally, penum-
bra mapscan leverageexisting researchon shadev maps
(e.g.perspectie shadev maps? or adaptie shadev map$
to helpreduceshadaev aliasing).On the otherhand,our ap-
proachbreaksdown whentheumbraregionsigni cantly de-
crease®r disappearsThis happengor very largearealight
sourcesor as an occludermoves awvay from the objectsit
shadavs.

Thenext sectiondescribeselatedwork followedby adis-
cussionof our algorithmin section3. Section4 discusses
someimplementationspeci cs and outlinesthe limitations
of our technique Section5 presentour results,afterwhich
we conclude.
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Figure 1: Wth two penumba maps,this scenerunsat 11
fpsfor 1024x1024mages (left). Compae to shadowmaps
(right) which only renderhard shadows.

2. Previous Work

This sectionprovidesan overview of previouswork in ren-
deringinteractve shadevs. As completecoverageof other
shadav techniqueds beyond the scopeof this paper refer
to Woo et al.2* andAkenine-MéllerandHaines for amore
completereview.

Researchensave proposedoft shadav techniquesvhich
run quickly, but do not handledynamicscenesnteractvely.
For instance,Soler and Sillion!8 corvolve imagesof hard
shadaevs andthe light sourceto approximatesoft shadavs
for nearly parallel con gurations. Stark and Riesenfel@
usevertex tracing to computeexact shadavs for polygo-
nal scenesVariousbackprojectiontechnique$ can genef
ate soft shadavs via discontinuitymeshing.Using layered
depthimage$ allows renderingsoft shadevs interactvity,
but moving lights or objectsrequirescostlyrecomputation.

Parker et al.15> usea point light sourceanda “soft-edged
object” to raytracesoft shadevs using only a single sam-
ple. They createdthis techniquefor interactie raytracing,
limiting useto applicationswith signi cant computational
resources.

The two most commontechniquesfor real-time shad-
ows are shadav volumesand shadav mapping. Shadav
volumes$ createa polygonalshadev modelbasedon object
silhouettesas seenfrom the light. HeidmanA2 implements
this techniquein hardware using a stencil buffer. Shadov
mapping? rendersthe light's view of a sceneinto a depth
map.Whenrenderinggeachfragments depthis comparedo
thedepthmapto determinats visibility from thelight. Segal
etal.l” shav a hardwareimplementatiorof shadev maps.

As usedtoday shadev volumesand shadev mapping
only allow hardshadaevs. However, variousresearchersave
proposedxtensionswhich allow themto rendersoft shad-

ows in certain cases.Reees et al.1® introduce percent-
age closer ltering , which reducesaliasingby blurring the
shadev map.This blurring cangive theimpressiorof softer
shadavs. Heidrich et al.13 usethe two end pointsof a lin-
earlight to computea non-binaryvisibility mapof a scene,
allowing for soft shadevs. However, computinga visibility
mapcantake a coupleseconds.

Haine8 presentsa techniqueto rendera shadaev texture
onareceving plane.He suggestapproximatingumbralre-
gionsusingstandarchardshadev techniquesandextending
theseregionswith anapproximatgpenumbraThesepenum-
brae are computedusing the following process(see Fig-
ure 2). From the centerof the light, objectsilhouettesare
foundanda hardshadaev is renderedntothetexture plane.
Next, througheachsilhouettevertex a coneis dravn with
the tip at the vertex andthe baseat the plane.Finally, hy-
perboloidsheetsaaredravn connectingeachsilhouetteedge
and the adjacentcones.The radii of the conesare based
on the distancebetweenthe silhouetteand the plane,and
the color renderedn the shadav texture rangesfrom black
(fully shadaeved) to white (fully illuminated) asthe cones
andsheetsapproacttheplane.

Figure 2: Hainesgenematessoftshadowsy (left) rendering
a hard shadow (middle)renderingconesat ead silhouette
vertex, and (right) renderingsheetsonnectinghe cones.

Akenine-Mollerand Assarssoh extend the shadav vol-
ume techniqueusing a methodsimilar to Haines.Instead
of computinga shadav sheetat eachsilhouetteedge,they
generatea penumba wedge consistingof four planarsides.
A perfragmentprogramrendersthesewedgesto a light
buffer, which canbe usedto renderthe scenewith various
shadaev intensities.To getsufcient intensity gradationsn
their penumbraehowever, they needa 16-bit stencilbuffer
for useasa light buffer. Suchstencil buffers are not avail-
able on currentgenerationof graphicscards,thoughthe
functionality can probablybe emulated Additionally, they
arelimited to occludersvhosesilhouettegorm closedoops,
with exactly two silhouetteedgeervertex. Arbitrary, non-
closedobjectscan have more complex silhouettebehaior.
We found that verticeswith threeor four adjacentsilhou-
ettesedgesarenot uncommonin typical models,andsome
pathologicalverticescanhave up to eight.

BrabecandSeidef approximatesoft shadevs usingasin-
gle depthmap. They transforman eye-spacecoordinateto
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light-spaceusingthe standardshadav maptechniquethen
searcha neighborhoodaroundthe transformecpointto nd
nearbyobjectswhich may partially occludethe light. This
techniquecan generateapproximatesoft shadavs quickly,
but sinceit usesobjectIDs, soft self shadaving is not possi-
ble. Additionally, the neighborhoodearchmaynotbeplau-
siblefor high resolutiondepthmaps.

3. Penumbra Maps

As peopleare often poor judgesof soft shadev shapé?,

plausible soft shadavs should sufce in interactve ervi-

ronmentsHaines® shadwv plateausgive compellingshad-
ows quickly enoughto usewith dynamicoccludersput lack
the ability to shadaev arbitrarysurfaces.The penumbramap
techniquedraws heavily from this work.

Two obsenrations allow us to develop an algorithm to
shadev arbitrary surfaces.First, a shadev map can easily
createthe hardshadev usedto approximateanumbra.Sec-
ond,if oneassumeshis hardshadev approximateshe um-
bra,thentheentirepenumbras visible from thepointonthe
light usedfor thehardshadaev. Thisallowsthepenumbran-
formationto be storedin a singletexturewe call the penum-
bra map This texture storesthe penumbraintensityon the
foremostpolygonsvisible from the light, just asa shadev
map storesdepth information aboutthesesurfaces.These
obsenationsled to similar, concurrentwork by Chanand
Duran@, allowing themto renderapproximatesoft shadevs
usingnew geometrigorimitivescalledsmoothies

Renderingwith penumbramapsis a three-pasgrocess.

The rst passendersastandarcgshadev mapfrom theview-
pointof a pointlight sourceat the approximatecenterof the
light. Thesecondpassrenderghe penumbranap.Thethird
passcombinesdepthinformationfrom the shadev mapand
intensityinformationfrom the penumbramapto renderthe
nal image.

LetV fvy;vp;iiigandE  feg;ep;:::g bethe setof
silhouetteverticesandedgesasseenfrom thelight. Let Ly
bethelight radius,Z, the depthvalueof vertex v; from the
light, andZ¢ 4, bethedistanceto thelight's far plane.Then,
to generate penumbramap(suchasin Figure3):

Clearthe penumbramapto white.
FindV andE for the currentlight.
8vi 2 V, drav a conewith tip atv; and baseat the far
plane(seeFigure 4). The coneradiusCy, = M.

We subdiide eachconeinto a numberof triangle'swith
onevertex atv; andtwo onthefarplane.

8g 2 E, draw asheetonnectingadjacentonesDepend-
ing on the coneradii, this quadmay be non-planarWe
subdvide extremelynon-planaquadsto avoid artifacts.

Eachpixel in the penumbramap corresponddo a pixel
in the shadev map. Each penumbramap pixel storesthe
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Figure 3: Anexampleshadowmap(top left), corresponding
penumba map(topright), andthe nal rendeedresult.
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Figure 4: Ead conestip is locatedat a vertex v; with the
baselocatedat the far plane(left). Using simplegeometry
we computethe coneradiusCy,. Each sheef(right) connects
two adjacentcones.

shadev intensityatthe correspondingurfacein the shadev
map.A fragmentprogramappliedto the penumbrasheets
andconescomputeghisintensityusingthesimplegeometry
shavn in Figure5. Theideais thatby usingZy,, the depthof
the currentconeor sheetfragmentZg, anddepthof the cor-
respondingshadev mappixel Zp, we cancomputethelight
intensityat point P. Equationl speci esthis computation.

Zp Zr _ Zr 2y
Z 2y Zp 2y @

We computezy, onthe CPUon apervertex basis.For cones
Zy, is constantandfor sheetsve usetherasterizetto inter-
polatebetweerthe Z,, valuesof the two adjacentonesZp
canbe computedy referencinghe shadev map,andZg is
automaticallycomputedby the rasterizerwhen processing
fragmentr.

=1
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Figure5: Ead fragmentF ona coneor sheetcorresponds
to somesurfacelocationP visiblein theshadowmap.By us-

ing Zy;, Zr and Zp, we computethe intensityl usingEqua-

tion 1.

FarPlane

This procesggives us a linear intensity gradientthrough
our approximatepenumbraParker etal. notethatfor spher
ical lights this intensity shouldvary sinusoidally They ap-
proximatethis sinusoidalfalloff usingthe Bernsteininter-
polants= 3t? 2t3. We usetheir approximatiorin our re-
sults,wherewe assumesphericalight sources.

Pseudocod#or afragmentprogramto computea penum-
bramapfollows:

FragmentPogram(Zy,, F, Snap )

Q) Feoo = GetWindowCood(F)
2) Zp = TextureLookup(Smap. Feoord )
(3) Zr = Feoor,

4) if (Zr > Zp) DiscadFragment()
(5)  Z8= ConvertoWoridSpace@p )
(6)  z2 = ConvertoWoridSpacer )
@ 1= @R-24)1(2B-24)

® 1°=32 28

9) Out putcoior = 1°

(10)  Outputgepn = 1°

Sinceboththeshadav map,Smap, andthepenumbranapare
renderedvith the sameviewing matricesthewindow coor
dinatesof fragmentF canbe usedto nd its correspond-
ing point P in the shadav map. Due to the non-linearity
of z-huffer values,Zg and Zp must be corverted back to
world-spacadistancegZ? andz2) beforeuse.Note thatZ2
canbe computedon a pervertex basisand canbe interpo-
lated by the rasterizerto save fragmentinstructions.Since
thepenumbramaponly requiresa singlecolor channelfur-
thersavingscanbeachiezedby storingthe shadev mapand
penumbramapin differentchannel®f the samemage.

Renderingsoft shadavs with a penumbramap is sim-
ple. For eachpixel renderedrom the cameras viewpoint,
a comparisorwith the depthin the shadev mapdetermines
if thepixel is completelyshadaved.If notfully shadoved,a
lookupinto thepenumbranapgivesanapproximatiorof the
light reachingthe surface.Lik e shadev mapping penumbra

mapswork in scenesith multiple light sourceslnsteadof
computinga single shadev map and penumbramap, each
light requiresoneof each.

4. Implementation

Whenwriting our application we madea numberof imple-
mentationalchoiceswhich affect our results.First, we use
a sphericallight sourcebecausgeopleoften cannotdistin-
guish betweenshadavs from lights of variousshapesAs
Haineg notesthisalgorithmneednotbelimited to spherical
light sourcesFor example,in the caseof atriangularsource
theconegyeneratedor thepenumbranapwould have trian-
gularbases.

Secondour applicationdetectssilhouettesusinga brute
force algorithm. We did not usea more intelligent silhou-
ette extractiontechniquebecauseve expectedthe graphics
cardwould bethebottleneck Surprisingly we foundour sil-
houettecodetakes 30% of the rendertime. Obviously, fast
silhouettetechniquesvould be usedfor interactive applica-
tions.

One detail which complicatesimplementationis how
to deal with overlapping shadavs. Given two silhouette
edgeswith overlappingpenumbralregions, there are mul-
tiple ways of countingtheir contrikutions (see Figure 6).
When one shadev completely containsanotheronly the
darkestshadov shouldbe used.If justthe penumbraever
laptheshadaev contritutionsshouldbesummedOftenwhen
the object silhouettesntersect,multiplication bestapprox-
imatesthe true interaction. Unfortunately there doesnot
seemto bea straightforvard way to determinewhich of the
threemethodsto useon a perfragmentbasisduring cone
andsheetasterizationOurimplementatiorusesa modi ed
depthtestto determinewhich coneor sheetshadesa par
ticular fragmentin the penumbramap. As the pseudocode
above shaws, we storethe penumbrantensityin the depth
channelanduseglDepthFunc(  GL_LESS ) toalways
choosehedarkestshadav in a givenpixel. This leadsto ar
tifactsin the shadavs. As in Haines'work, theseare most
noticeableat silhouetteconcaities. Suchartifactsworsenas
thesizeof thepenumbrancreases.

4.1. Discussionof the Penumbra Maps

Before discussingour results, we note what limitations
the assumptionsnherentin the penumbramap technique
impose. We assumethat silhouettesof an object remain
constantover the areaof a light and that the umbracan
be approximatedby a hard shadev. Akenine-Mdller and
AssarssohandHaine$ alsousesilhouettescomputedat a
singlepointonthelight. BrabecandSeidels* techniquam-

plicitly makesthis assumptiorby usingonly a singledepth
map.Obviously asanarealight increaseén size,silhouettes
vary moreover the light sothe generatedghadavs will be-
comelessrealistic.
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Figure 6: Thesepathtraced images show three different
types of interactions betweenoverlapping penumba. At
left, only the darkest contribution is neededlIn the center
shadowcontributionsshouldbe summedAt right, multiply-
ing the contributions from the two polygonsbestapproxi-
mategtheresult.

We believe approximatinghe umbraby a hardshadav is
reasonabl@ mary casesasmostpeoplearepoorjudgesof
soft shadev shapé2. If plausiblesoft shadavs arerequired
in an interactive application,using a hard shadev for the
umbramaybesufcient. As ashadev's umbrasizeshrinks,
our approximationleadsto noticeablylarger, darker shad-
ows. Shadev umbrasshrink aslight size grows andasoc-
cludersandreceversmove furtherapart. Thus,our method
works bestfor relatively smalllight sourcesandobjectsoc-
cludingnearbyobjects.

5. Results

We implementedpenumbramapsin an interactve appli-
cation using OpenGL. Our resultswere obtainedusing a
Windows 2000 systemwith a 2.0 GHz Pentium4 proces-
sorandan ATl Radeor®700PRO graphicsacceleratorWe
useOpenGLARB vertex andfragmentprogramextensions
for our shadersBoth the shadav and penumbramapsare
renderednto p-buffer texturessothey canbe useddirectly
without readingthembackinto mainmemory

All our scenesarerenderecht 1024x 1024 with shadav
and penumbramapsof the samesize. For complex models
suchasthe bunry, buddha,and dragonwe found we could
get equivalent quality shadavs with simpli ed models,as
soft shadavs effectively blur detail. This increasesliasing
artifacts, thoughwe reducethem by addinga larger bias.
We usedl10,000polygonsto generateshadevs for thebunrny
and the dragon(Figures?7 and 8). Buddhas shadev (Fig-
ure 1) uses5,000 polygons.Table 1 shavs frameratesfor
thesemodelsusing penumbraand shadev maps.Note that
for comparisorpurposesthe hard shadavs weretimed us-
ing a fragmentprogramsimilar to the oneusedfor penum-
bra maps.This programcomputesthe Phonglighting and
performsthe lookup into the shadev map,which is signif-
icantly slower thanusingothercapabilitiesof the hardware
designedspeci cally for thoseoperations.

Thirty percentof our computationtime is usedby our
bruteforce silhouetteextractioncode.Thirty- ve percentis
spentrenderingthe penumbramap andthe remainingtime
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Bunry Dragon Buddha Buddha

(1light)  (2lights)
Penumbraviaps 18.1 145 18.3 11.0
Shadev Maps 42.0 48.1 48.1 27.4

Table 1: Framesate comparisorbetweersoftshadowsising
penumba mapsandhard shadowsisingshadowmaps.

is usedduringtherenderpass.Note thatthe renderpassin-

cludesfragmentcodeto performlighting computationsand
checklight visibility usingthe shadev map. Theseopera-
tions take 15 of the 22 instructionsin our ARB fragment
program.To renderpenumbramaps we usea fragmentpro-
gramwith 24 assembleinstructions.

6. Conclusionsand Futur e Work

In this paper we presentedhe penumba map a new tech-
niquefor renderingapproximatesoft shadavs in real-time.
Penumbramapsallow dynamicallymoving polygonalmod-
elsto castsoft shadavs ontothemselesandothercomple
objects. Theseresultswork bestfor relatively smallpenum-
brae. Penumbramapsprovide a simple multi-passexten-
sionto shadev mappingfor easyincorporationinto existing
shadev map-basedystems.

While penumbranapsgive plausibleresultstherearestill
areaswve wishto improvein futurework. First, we believe it
maybepossibleto approximate full penumbraisingvertex
programsto adjustthe silhouetteedgepositions.However,
thisis complicatedby thefactthatpenumbraevill nolonger
lie ontheforemostpolygonsin theshadav map.

We alsowish to explore the possibility of moving the en-
tire algorithminto hardware. Future graphicsaccelerators
will havetheability to renderto avertex array If thisallows
usto createnew primitives,we believe we cancombineour
work with that of McCool'* to move the silhouetteextrac-
tion and coneand sheetgeneratioronto the graphicscard,
greatlyreducingtheburdenonthe CPU.
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